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Last Lecture

Parallel architecture taxonomy

Modern CPU architecture

Pipelining (hardware and software)

Superscalar & OO execution

Branch prediction

Hardware multithreading & SIMD



This Lecture

Memory hierarchy (i.e., caches)

Different types of parallel systems

Vector Processors

Multi-core Processors

Many-core Processors

Interconnect networks



L3 cache is also referred to as last level cache (LLC).

L1 cache is divided between instruction (L1i) and data (L1d) cache.

Inside the core, data is stored in registers.

Traditionally, in multi-core processors, L3 and L2 are (typically) 
shared among all cores, and L1 is local to each core

Memory 
Hierarchies



Modern Cache

Intel Skylake architecture

● L1i/L1d cache
● 32 KB per core, 8-way set associative
● 64 Byte/cycle load, 32 Byte/cycle store
● 4 or 5 cycle access (depending on how address is calculated)

● L2 cache
● 256 KB per core (unified), 4-way set associative
● 64 Byte/cycle (to L1 cache)
● 12 cycle access

● L3 cache
● 2 MB per core (but shared), 16-way associative
● 32 Byte/cycle
● 42 cycle access

● L4 cache (or embedded DRAM (eDRAM), side cache).
● 64/128 MB per package
● 32 Byte/cycle read/write (but runs on a separate eDRAM clock)



Locality

Data locality

● Temporal - a data is reused within a short time frame
● Spatial - if data in location i is used (e.g., array), data in 

location i+1 is also likely to be used



Temporal 
Locality

τ = some factor which captures how much faster cache is vs. DRAM 
(includes both bandwidth and latency)

κ = cache “reuse” rate

 Tcache = Tmem / τ  →Tmem =  Tcacheτ

 Tavg = κTcache + (1-κ)Tmem

S(τ,κ) = Tmem / Tavg  

S(τ,κ) = Tcacheτ / (κTcache + (1-κ)Tcacheτ ) 

             = τ / (κ + (1-κ)τ)

What does this remind you of?



Temporal 
Locality

S(
τ,

κ)

κ



Locality

How do we increase temporal locality?

● Cache “blocking” (or tiling).
● Minimizes the chance that data loaded into cache won’t be 

evicted

What if data is “streamed?”



Locality

How do we increase temporal locality?

● Cache “blocking” (or tiling).
● Minimizes the chance that data loaded into cache won’t be 

evicted

What if data is “streamed?”

● Spatial locality



Spatial 
Locality

Cache lines

● Data transfer between DRAM and cache occurs in cache line 
granularity

● This is done to reduce latency and to take advantage of spatial 
locality
● T = ɑ +  βL 
● ɑ  = time between data request and delivery (latency); 

L = cache line size; β = 1 / bandwidth (throughput)
● Also known as alpha beta model

● Let’s say latency is 80 ns and bandwidth = 40 GB/s. Typical 
cache line size is 64 Bytes.

● Time to load a cache line = 81.6 ns
● Without cache lines (and reading 8 bytes at a time)?

● 8 x (80 ns + 8 Bytes /40GB/s) = 641.6 ns



Spatial 
Locality

What if we don’t need all 64 Bytes?

● Let’s say we need to read 64 bytes but they are separated by 
56 Bytes - i.e., first 8 bytes of 8 cache lines

● T = 8 x (80 ns + 64 Bytes / 40 GB/s) = 652.8 ns (vs. 641.6 ns)

If you have enough parallelism to hide the latency (i.e., you are 
limited by only the bandwidth), your potential performance is 
(81.6/652.8) =  ⅛ what it could be if you don’t use all 64 bytes.

Now, let’s look at the streaming case, where you are accessing 64 
consecutive bytes

● Assuming cache line arrives in cache before the 2nd data 
access, what is the cache hit rate? (this is not the same as the 
reuse rate described above)

● Cache hit rate γ = (64 - 8) / 64 = 0.875 (or 87.5%, better than 0% 
if cache lines were not used)



Write Allocate

What happens in writing data (as opposed to reading)?

● Most LLC use  write-back - if hit in cache, cache line is 
modified and written to memory only when evicted.

● On a cache miss - entire cache line is brought in (write 
allocate) which causes 2x data traffic

Write allocate is required due to hardware design

If data is not re-used (i.e., not read from the cache after writing), 
write allocate is an unnecessary penalty - is there something that 
can be done?

● Non-temporal stores - special store instructions that bypass all 
cache levels and directly write to memory. There is also 
typically a write combine buffer that bundles non-temporal 
stores to better utilize the memory system

● Cache line zero - zero-out a cache line and mark it as modified 
without a read, and data is written to memory when evicted.



Cache Misses

Cache misses can happen for a number of reasons

Compulsory

● When the first access to a block of data happens
● Code start, first reference miss

Capacity

● When the program’s working set is much larger than the cache - 
cache cannot hold all blocks needed, so some are evicted

Conflict

● When multiple blocks are mapped to the same cache line
● Collision, interference miss

Coherence

● When other sources have changed the corresponding memory 
location



Associativity - 
How Caches 
are Organized

Direct-mapped - memory location that are multiple of cache line 
size apart are always mapped to the same cache location

● Easy to implement - just mask out the most significant bits.
● Prone to cache thrashing (i.e., conflict misses) - applications 

with strided access map to the same cache location at every 
iteration.

Fully-associative - any memory location can be mapped to any 
location in the cache

● Difficult to build large, fast, and fully-associative caches due to 
book-keeping.

● Every entry in the cache must be checked to see if a new 
memory request is already in cache.

● More flexible usage (e.g., strided access can still benefit from 
caching)



Direct-Mapped 
Cache



N-Way 
Set-Associative

Reduce conflict misses without having huge bookkeeping overhead

Cache is divided into N direct-mapped caches (equal in size).

Set associative typically between 2 to 48 on modern processors.



2-Way 
Set-Associative



Prefetching

Even if you improve spatial locality using cache lines, latency still 
exists on the first miss (i.e., compulsory miss)

Making the cache lines longer will help reduce the latency 
occurrence.

● Counterproductive when there is an irregular access pattern.
● Current “sweet spot” seem to be 64 or 128 Byte cache lines.

Prefetching can help with this.



Prefetching

“Fetch” the cache line before it is requested.

● Prefetching instructions (software) inserted by the 
programmer or the compiler.

● Hardware prefetcher tries to “predict” by studying the access 
pattern.

Software prefetching

● Instructions are “hints” to the architecture - not guaranteed to 
work (similar to SIMD instructions or non-temporal stores)

● Increases instruction count - could degrade performance 
(instruction cache misses or if no benefit from prefetching).

● “Timing” the prefetch is difficult.

Hardware prefetching

● Specialized hardware.
● Trades bandwidth for latency

● Bandwidth used for prefetching could be used for data 
you actually need now



Prefetching

Hardware Prefetching

● Prefetching requires resources that are limited by design
● The memory system must be able to sustain a certain number of 

outstanding prefetches (i.e., pending prefetch requests)
● Otherwise, the memory pipeline will stall and the latency cannot be 

hidden completely
● How many outstanding prefetches are required? (Hint: Little’s Law)

Number of cache lines that can be transferred during time T is the 
number of prefetches that the processor must be able to sustain

L = cache line size;  β = 1 / bandwidth; ɑ = latency

t = ɑ + Lβ (time it takes to fetch a cache line)

# of cache lines that needs to be transferred in time t

t = (t x bandwidth / L) = t / Lβ

# of prefetches that should have been issued P

P = t / (Lβ) 

    = (ɑ + Lβ) / Lβ = 1 + ɑ/(Lβ) = ~ɑ/(Lβ) 

Remember, concurrency P = (latency x width)/request size 

                                                       = (ɑ/β)/L = (ɑ/Lβ) (Little’s Law)



Prefetching

If you also doing some amount of compute, some of that can be 
used to hide the memory latency.

In such a case, fewer outstanding fetches will suffice to saturate the 
bandwidth.



Questions?



Systems
Vector Processors

Multi-core Processors

Many-core Processors

Interconnect networks



Vector 
Processors

Starting with the Cray-1 (1975), vector processors dominated 
supercomputing in the “old days.”

Follows the SIMD paradigm

Why do we care? (it’s so old)

Many modern processors follow or include a similar paradigm

SIMD extension on CPUs

GPUs (including Xeon Phis)



Design Principles:

● Machine instructions operate on vector registers.
●  Vector register length - 64 ~ 256 (double-precision).
● A pipeline for each arithmetic operation, each delivering a 

certain number of results per cycle.
● To supply data to the vector registers, there is one or more 

load, store or ld/st pipes connecting directly to main memory
● Classic vector CPUs have no concept of a cache

Vector 
Processors



Vector 
Processors



Vector 
Processor

A vector CPU can issue a single instruction for a whole array if it is 
shorter than the vector width.

1 vload V1(1:N) = B(1:N)

2 vload V2(1:N) = C(1:N)

3 vadd V3(1:N) = V1(1:N) + V2(1:N)

4 vstore A(1:N) = V3(1:N)



Vector 
Processor

If not, use a loop, with vector length V

1 Do S = 1, N, V

2     E = min(N, S+V-1)

3     L = E - S + 1

4     vload V1(1:L) = B(S:E)

5     vload V2(1:L) = C(S:E)

6     vadd V3(1:L) = V1(1:L) + V2(1:L)

7     vstore A(S:E) = V3(1:L)

8 enddo



Vector 
Processor

How does a vector processor feed the wide registers with data 
quickly enough to keep the arithmetic units busy?

● Vector processor memory had thousands of memory banks 
(vs. 16 for DDR4 - although, they do read twice per cycle)

In summary, a vector processor draws its performance from a 
combination of massive data parallelism and high-bandwidth 
memory (very $ expensive systems).

That’s why utilizing the SIMD units on CPUs is referred to as 
vectorization.



Let’s say a vector processor is running at 2 GHz with 
4 tracks in each pipeline

Performance = 2 (ADD and MULT) x 4 (tracks) x 2 
GHz = 16 Gflop/s

Vector 
Processor 
Performance

Bandwidth = 4 (tracks) x 2 GHz x 8 bytes = 64 GByte/s

Consider the vector triad operation - A(i) = B(i) + C(i) * D(i)

3 loads (B, C, and D)

1 store (A)

2 flops (MULT and ADD)

Since there is only 1 LD/ST pipe, loads and stores (and even loads from 
different arrays) cannot overlap, but can overlap with MULT and ADD



Vector 
Processor

Chaining:

● An operation like vector addition does not have to wait until 
its argument vector registers are completely filled.

● It can commence after some initial arguments are available.
● Required for different pipes (e.g., MULT and ADD) to operate 

concurrently
● Vector registers (e.g., V1) are not single entities, but group of 

individual registers, then pipeline forwarding is used to allow 
completed result to be used for the next step.



Vector 
Processor 
Performance

● First, V1 is loaded with C
● As V2 starts filling with D, MULT pipeline can execute C * D
● As V3 starts filling with B, the result of C * D can be added in 

the ADD pipeline
● The result can be stored back to A

Performance is limited by LD/ST - in the 8 blocks representing the 
MULT and ADD, only 2 are active - 25% of peak is achievable



Vector 
Processor 
Branches

Branches “contradict” the SIMD paradigm

How does a vector processor deal with this?

● Mask registers - allow selective execution of loop iterations

1 do i = 1, N

2     if(y(i) <= 0) then

3         x(i) = s * y(i)

4     else

5         x(i) = y(i) * y(i)

6     endif

7 enddo

● A vector of boolean values is generated from the branch 
conditional using the logic pipeline

● This vector is then used to choose results from the if or else 
branch

● Both branches are executed for all loop indices (waste of 
resources)



Vector 
Processor 
Branches



Vector 
Processor 
Branches

For a single branch (i.e., no else),

● Using mask would waste a lot of resources if the conditional is 
mostly false

● In such cases, scatter/gather can be used
● All needed elements are first “collected” into vector registers 

(gather), then the vector operation is executed on them, and 
final results are stored back in to the appropriate places 
(scatter)

● Some processors have hardware scatter/gather units for more 
efficient data loading



Vector 
Processor 
Branches

Gather Scatter



CRAY-1

If you are interested, there is a simple write-up that describes the 
CRAY-1 supercomputer (1976)

It was the first commercially successful vector processor 
supercomputer

http://www.openloop.com/education/classes/sjsu_engr/engr_comp
Org/spring2002/studentProjects/Andie_Hioki/Cray1withAdd.htm



Questions?



Moore’s Law (1965):

● Predicted the doubling of # of components of IC every year 
for the next 10 years.

Revised (1975):

● Doubling of # of components of IC every two years.

In 2010, ITRS predicted things would slow down around 2013.

There is still an ongoing argument about whether Moore’s Law have 
ended or not (surprisingly).

Either way, Dennard’s Scaling stopped frequency scaling - 
manufacturers had to move to multi-core design

Multi-core 
Processor



Multi-core 
Processor



Dennard 
Scaling

Robert N. Dennard (IBM) laid down the basic “recipe” for for technology 
scaling in the early 1970s.

● transistor scale down by 30% (0.7x) every two years -> 
● area scales down by 0.7x0.7 = 0.49x (i.e., ~half) ->
● transistor density doubles (Moore’s Law)

● Length scale down by 0.7x -> signal delay also reduces by 30% (0.7x) ->
● operating frequency can now increase by 1.4x (1/0.7x)

● To keep the electric field constant to maintain reliability, supply voltage 
is reduced by 30% (E = V/d) ->
● Capacitance reduces by 30% ->
● power reduced by 50% (C’V’2f’ = 0.7C * (0.7V)2 * (1/0.7)f  = 0.5x)
● energy reduced by 65% (E’ = P’ * t’ = 0.5P * 0.7t = 0.35 E)

● power density (area/power = 0.5/0.5 = 1) remains constant

In summary, as transistors get smaller, both voltage and current scales down 
proportionally to maintain a constant power density (i.e., power per area).



Dennard 
Scaling

Why did it stop?

● As the supply voltage scales down, threshold voltage 
(minimum voltage when transistors starts conducting) also 
scales down.

● Unfortunately, transistors are not “perfect” switches - leaks 
electrons even when turned off.

● This leakage effects increases exponentially with reduction in 
threshold voltage.

● Initially leakage was minimal - however, exponential increase 
eventually catches up.

● Now, leakage makes up over 40% of the total power.

New techniques (power gating, 3D transistors, new materials, etc.) 
have been used to keep leakage power down.

Now, we even have quantum tunneling effect (i.e., electrons go 
through “solid walls”).



Dennard 
Scaling

Now, power is the primary design constraint for modern processors.

So, why multicore (having multiple cores doesn’t reduce the 
aforementioned effects)?

● Frequency can’t scale anymore - to increase frequency, you 
have to increase supply voltage (i.e., cubic effect on power).

● We still have an abundance of transistors (thanks to Moore’s 
Law)

● Just replicate cores to linear scale performance (but leave it to 
the programmers to find parallelism)



Other Issues

Let’s say Moore’s Law does end completely

Can we simply make chips larger?

● Performance - with larger chips longer wires are needed, and 
latency for communicating increases. Frequency must be 
reduced, and performance may not increase.

● Yield - larger chips means fewer chips on a wafer is usable. 
Price of processors will go up.

Y = Ngood / Ntotal 

    = e-sqrt(AD)

A = chip area

D = defect density

Processor manufacturers are increasingly looking towards ASIC 
(application-specific integrated circuits) solutions.

There are wafer-scale processors currently in use (e.g., Cerebras)



Questions?



Processor 
Layout (Old)



Processor 
Layout 
(Modern)

Why is NUMA
“bad”?



Inside the CPU



Inside the CPU



Inside the CPU



Multiple CPUs



Questions?



Many-core



Distributed 
Memory 
Systems

Infiniband, ethernet, Omnipath, etc.



Distributed 
Memory 
Systems

Heterogeneous computing



Distributed 
Memory 
Systems

How do we program these?

● “Easy” to program: 
● PGAS (Partitioned Global Memory Space) models

● SHMEM (Symmetric Hierarchical MEMory)
● UPC (Unified Parallel C)

● Extension to C
● Difficult to program: 

● MPI (Message Passing Interface)
● Manual control over which messages are sent where
● Data is distributed amongst the nodes and the user needs to 

keep track what is where during computation



Other Types of 
Systems

VLIW (e.g., Intel Itanium)

FPGA

Transactional memory

● Lock elision

etc.



Peak Compute 
Performance

Ppeak = ncore x nSIMD x nfu x f

ncore = number of cores

nSIMD = SIMD width (flops/instruction)

nfu = number of FP units (instructions/cycle)

f = clock frequency (cycles/second)

If pipeline has separate ADD and MULT units, 1 instructions/cycle 
each

If pipeline has FMA units, 2 instructions/cycle each



Peak Compute 
Performance

Ppeak = ncore x nSIMD x nfu x f

For example, for Intel Xeon E5-2695vs CPU (Haswell)

14 cores

2.3 GHz

4 SIMD width (DP)

2 FMA units

Ppeak = 14 x 4 flops/instruction x (2x2 instructions/cycle) x 2.3 GHz 

         = 515.2 Gflop/s (DP)



Peak 
Bandwidth

Assume

● A CPU has DDR3-1600 DRAM memory with four channels
● DDR3 (Double Data Rate) channel width is 64 bits (or 8 

bytes)
● 1600 MHz → 800 MHz at DDR (x2)

● Bandwidth = 4 (channels) x 800 (MHz) x 2 (double) x 64 bits = 
51.2 GB/s



Questions?



Tick-Tock 
Model



Tick-Tock 
Model



RISC vs. CISC

CISC (Complex Instruction Set Computer)

● Complex, more powerful instructions
● Requires larger hardware for decoding the instructions
● Reduces the number of instructions

RISC (Reduced  Instruction Set Computer)

● Simple instructions that can be decoded quickly and executed 
rapidly (i.e., fewer cycles per instruction, therefore higher 
clock rate possible).

Intel is a well-known CISC architecture

● This is only partially true. Machine code is CISC, but internally, 
they are converted to a set of micro-ops, which resemble RISC 
instructions.


