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Legal 
Disclaimer

The information contained in this talk is for general guidance on matters of interest only. The 
application and impact of laws can vary widely based on the specific facts involved. Given the changing 
nature of laws, rules and regulations, and the inherent hazards of electronic communication, there 
may be delays, omissions or inaccuracies in information contained in this talk. Accordingly, the 
information in this talk is provided with the understanding that the authors and publishers are not 
herein engaged in rendering legal, accounting, tax, or other professional advice and services. As such, 
it should not be used as a substitute for consultation with professional accounting, tax, legal or other 
competent advisers. Before making any decision or taking any action, you should consult an HPC 
professional.

While we have made every attempt to ensure that the information contained in this talk has been 
obtained from reliable sources, we are not responsible for any errors or omissions, or for the results 
obtained from the use of this information. All information in this talk is provided "as is", with no 
guarantee of completeness, accuracy, timeliness or of the results obtained from the use of this 
information, and without warranty of any kind, express or implied, including, but not limited to 
warranties of performance, merchantability and fitness for a particular purpose. In no event will we, 
our related partnerships or corporations, or the partners, agents or employees thereof be liable to you 
or anyone else for any decision made or action taken in reliance on the information in this talk or for 
any consequential, special or similar damages, even if advised of the possibility of such damages.

Certain links in this talk connect to other websites maintained by third parties over whom we have no 
control. We make no representations as to the accuracy or any other aspect of information contained 
in other talks, websites, or papers.

And finally, we take no responsibility whatsoever for the consequences of you showing these slides 
around and getting spanked by your boss, your peers, your spouse, your kids, your mother, or anyone 
who might be offended because they don’t get the inherent irony. So there.



Background



Background



Update Background



1. Report 
Speedup 
(Instead of 
Absolute 
Performance)

Have you ever been stuck with a slow machine, but needed to sell it 
to a customer who is looking at a competition (who is faster)?

Then this may be for you!
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Parallel Speedup - 

Good scalability   ↔   S(N) ≅N
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Scalability 
Matters

What if the system is not the problem and your code is not scaling 
well on the system?

This is what you can do!
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2. Slow Down 
Code 
Execution



2. Slow Down 
Code 
Execution

s =0.3, Ca(N) = 0.2, μ = 3x



Slow Down 
Code 
Execution

1.Do not use high compiler optimization levels or the latest compiler 
versions, because of numerical stability

2.Use fancy C++/JAVA/Python/… frameworks – they  are much more 
maintainable and flexible

3.Scalability is still bad?

● Parallelize short loops with OpenMP and earn some extra 
bonus for a scalable hybrid code.

Time to solution?

  “If I had a bigger machine, I could get the solution as fast as you 
want. This is of course due to the superior scalability of my code 
which is ready to scale on exaflop machines…..”



3. Log Scale is 
Your Friend
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Project Over 
Longer Period

Top 500 List (June 1993 to June 2013)



4. Employ 
Weak Scaling

Strong scaling - keeping the problem size constant

Weak scaling - keeping the problem size PER WORKER constant

● Constant ratio of communication to computation (with strong 
scaling, communication remained constant while problem per 
worker decreased)

● Linear scaling can often be achieved



4. Employ 
Weak Scaling

What if the serial portion is very large? (i.e., overhead isn’t the 
problem)

Use a metric that only applies to the parallel part

Now, you have linear scaling!



5. Report 
Absolute 
Runtime 
(Instead of 
Performance)

If you plot the program’s runtime vs. # of CPUs for STRONG 
SCALING, nobody will be able to tell whether scalability is good or 
bad at larger CPU counts.

● Start with a LOW number of CPUs (start with 1)
● DO NOT use Log scale

 



5. Report 
Absolute 
Runtime 
(Instead of 
Performance)

As a bonus, add some visual candy - 3D, texture, shadows, etc.

Can you tell which

system is performing

better? 



6. Ignore 
Affinity/Topol
ogy Issues

Scientists do not care about architectural details like multicore, 
cache groups, NUMA, networks, etc.

It is the OS’s job to worry about these things!

Thanks to #2 - Slow Down Code Execution, your code now performs 
& scales better!

If there are any anomalies coming from thread migration, etc. 
blame the OS or sys admins.



7. Be Creative 
with 
Performance 
Comparisons

Here we have a parallel CPU code whose strong scaling is limited by 
Amdahl’s Law with s = 0.3% -> speedup is limited to 333.

Let’s also say that a GPU version achieves a 10x for the parallel part, 
and 5x for the serial part

● For small number of workers, speedup ~10x; for large number 
of workers, speedup ~5x.

Not very impressive!



7. Be Creative 
with 
Performance 
Comparisons

Instead, ask: how many CPUs do we need to “out-compute” 32 
GPUs? (see dotted line)

It’s clearly 2048!

Speedup is 64x!

What about 64 GPUs?

Infinite speedup?



7. Be Creative 
with 
Performance 
Comparisons

Parallel Efficiency = S / N



8. Impress 
Your Audience 
with 
Awe-Inspiring 
Accuracy

Your speedup is upto 39.71919283%

Nevermind that your code is slower after 4 cores



8. Impress 
Your Audience 
with 
Awe-Inspiring 
Accuracy

Upto 1.77992x faster

Do not waste time and space explaining the details - let the number 
and figure speak for themselves



9. Boast 
Massive 
Speedups 
with 
Accelerators

GPUs are awesome - but sometimes you only end up with ~3x speedup

● PCIe bottleneck, Amdahl’s Law, peak bandwidth etc. get in the way

What can you do?

● Compare against a CPU (preferably 3-4 generations older)
● Compare CUDA optimized code against a serial implementation on a CPU (say 

“serial code constitutes a well-defined baseline)
● Do not let the compiler mess with your code (-O0 is good enough)
● Single-precision on the GPU (double-precision on the CPU) - sometimes you 

have no choice, since CPU code is only implemented in DP
● Accelerate only the parts that are data parallel

This should give you a good 200x speedup easily

You can also say that you are normalizing it to coding time (i.e., writing CUDA code is 
comparable to writing a unoptimized serial CPU code)**.

* I have seen the ones highlighted in red personally while reviewing papers

** Quoting an Nvidia employee - I personally do not believe this to be true, but I may 
be wrong



9. Boast 
Massive 
Speedups 
with 
Accelerators



10. Always 
Emphasize 
the 
Interesting 
Part of Your 
Work



10. Always 
Emphasize 
the 
Interesting 
Part of Your 
Work



10. Always 
Emphasize 
the 
Interesting 
Part of Your 
Work



11. More is 
Always Better

Also, list out every data point in the text

● without pointing out which are the interesting ones, or
● which are anomalies that need to be explained



For transparency, I (Prof. Choi) have done something similar

In my defense, a) I ran out of space, and b) I did highlight the 
differences clearly with a third axis (error %) instead of leaving it as 
is for readers to figure out the error, and c) mentioned in the text 
that error was as high as 15%.

11. More is 
Always Better



12. Redefine 
Performance

Performance = work / time (by definition)

However, what if your new code doesn’t perform very well (by this 
definition)?

● Employ “floptimization” (e.g., accumulate to a register)
  for(s=0.0, i=0; i<N; ++i) {

    p[i] = f(q[i]); // actual work

    s += p[i];      // floptimization
  }

● Note that accumulating p[i] isn’t necessary for this 
algorithm, but won’t impact your execution time



Other examples

● Man-hours per GFLOP/s 
● GFLOP/s per dollar (if your device is cheaper)
● Bandwidth per thread (e.g., available bandwidth per thread on 

the CPU is 122 times higher than on the GPU)
● GFLOP/s per watt*
● IPC* (remember, 1 operation may yield multiple instructions)

12. Redefine 
Performance

* These may be appropriate if the study is focused on energy (GFLOP/s per watt), or architecture design (IPC).



12. Redefine 
Performance

All your cores are 100% utilized (according to Windows Task 
Manager)

Or Linux top command
 PID VIRT RES  SHR %CPU %MEM  TIME+  P COMMAND 

 2318 492m 457m 596 98.6 22.9 0:35.52 2 a.out 

 2319 492m 457m 596 98.6 22.9 0:35.53 0 a.out 

 2321 492m 457m 596 98.6 22.9 0:35.50 1 a.out 
 2320 492m 457m 596 97.6 22.9 0:35.44 3 a.out

Anything else?

Fewer cache misses?

Whatever your code is doing less (or more) of.



13. Blame OS 
Jitter



13. Blame OS 
Jitter

Other things you can blame

● L1 instruction miss (do not show the performance counter 
data, if the miss is only 1 in every 10K instructions)

● TLB misses
● Prefetching
● Cache eviction policy

List goes on - just don’t present anything that can be easily verified



14. Secretly 
Use Fancy 
Hardware & 
Software 
“Tricks”

Hardware

● Overclocking - Liquid Nitrogen can work wonders
● A colleague of mine at Nvidia experimented with using a 

GPU inside a refrigerator and found that he could get a 40% 
increased performance without changing anything

● Turn off ECC memory

Software

● Don’t calculate boundaries - causes too many thread 
divergence.

● Use advanced methods (e.g., single-precision division + 
Newton’s method) and count all the flops.

Remember, it must be a secret



15. Play 
Mysterious

Leave a lot of details out (you don’t have enough space, or it should 
be “obvious.”)

Or make them difficult to find

If they inflate or deflate your performance numbers, it is their fault

Just make sure to point out their fault only if they deflate it


